The Linear Road Benchmark

I  Introduction

This benchmark suggests a very simplistic road traffic scenario. It captures the essence of stream processing without a lot of the geographic complexity.

II  The Scenario
Consider a metropolitan area with 1M cars.  Each is equipped with a sensor that will report its position every 30 seconds.  

There are L expressways, each running east-west in this hypothetical area, as shown in the diagram below. The first expressway starts at position (0,0) and goes to position (0, 528000).  The 528000 is 100 miles at a 1 foot granularity.  The second expressway stis 5 approximately 6 miles south of the first one, and so forth.
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For each expressway, there is an entrance/exit ramp every mile. Traffic flows in either direction on the expressway. The expressway has three travel lanes in each direction. Every car on the expressway reports its geographic position every 30 seconds.  This position is an (X,Y) coordinate. Y is the east-west distance.  The Y-co-ordinate is preprocessed by the sensor network to be the pair

(expressway_number, travel_lane)

with travel lane encoded as:

0:  on the shoulder

1: in travel lane 1

2: in travel lane 2

3: in travel lane 3

Hence, each expressway is divided into 200 segments, and the safe capacity of each of the 200 segments is 150 cars. This allows for a reasonable separation between cars at highway speed. During rush hour, the roads may be over capacity, and there are more than 30,000 cars on each expressway.  Hence, there will be more than L * 1000 reports per second. At other times, the volume of cars is less. Every report is a vector of the form. 

(car-id, X-position, Y-position, car-velocity, direction).  

In addition, there are a collection of support vehicles, which are also tracked.  Support vehicles are identified by car numbers under 1000.

The tracking system computes the following metrics:

a) average velocity in each direction for each one mile segment – total of L * 200 segments.

b) Number of cars in each one mile segment

III Tolls

The system charges tolls.  The toll for each one mile segment is:

Zero:  if average speed in the segment is at least 40 MPH

Otherwise, the toll is base-toll-constant * (#cars – 150)

Every mile, the system responds to each car with the size of its toll.  If the car exits at the next ramp, then the toll is not charged.  Otherwise, it is subtracted from the customer’s account.   The expressway authority, in its infinite wisdom, gives a frequent traveler discount.  Hence, tolls are divided in half, after a car has spent Y dollars in a given day on a given expressway.

A customer can ask for his balance at any time.  He can also ask for his expenditure during any day of the last 10 weeks. Hence, the system must keep track of daily expenditure for L freeways for 70 days for 1M cars, a total of L * 70M observations.

When a customer is out of money, he is given a grace period of a week and then a support vehicle is dispatched to intercept him the next time he enters the expressway.

The system also reports to the average speed in the upcoming road segment.  In this way, the car can seek an alternate route if it wishes.  

IV Incidents

The system also detects incidents, which are defined to be one or more cars that are stopped.  A car is stopped if two successive 30 second reads come from the same geographic place.  Incidents are further classified by the Y-co-ordinate of the vehicle.  

If there is an incident, then the closest support vehicle that is free is dispatched.  This vehicle is marked as busy.  It must notify the system when it becomes free again, and thereby has cleared the incident.

In addition, every vehicle in the 5 upstream segments is notified that there is a downstream incident, so that it can seek an alternate route if desired.  Moreover, tolls are not charged in any segment that is within 10 segments upstream of an incident.  Tolls are not resumed until 20 minutes after the incident is cleared.

V  Metering

The system meters cars onto each expressway.  It records the number of cars that are stopped at each metering light.  It makes a decision on the time to make a customer wait, based on the average speed in the downstream 5 segments and the queue size at each of the segments.  

V  Travel time prediction

The system accepts ad-hoc queries from any car.  A query is of the form:

(expressway#, initial segment, final segment, time_of_day, day_of_week)

It responds with the predicted travel time and toll at the present time as well as the average travel time and average toll for the last 10 weeks from the initial segment to the final segment at the given time of day and day of week.  It must keep this historical data on a 1 minute granularity.  Hence, there are 

(L expressways) *(200 segments) * (1440 minutes/day) * (70 days) ~ L * 20M observations.

Route planning queries are at lower priority than other things, and can be delayed or rejected if the system is too loaded.

